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Abstract 

 
We consider the task of recognition of Australian 

vehicle number plates (also called license plates or 
registration plates in other countries).  A system for 
Australian number plate recognition must cope with 
wide variations in the appearance of the plates.  Each 
state uses its own range of designs with font variations 
between the designs.  There are special designs issued 
for significant events such as the Sydney 2000 Olympic 
Games.  Also, vehicle owners may place the plates 
inside glass covered frames or use plates made of non-
standard materials.  These issues compound the 
complexity of automatic number plate recognition, 
making existing approaches inadequate.  We have 
developed a system that incorporates a novel 
combination of image processing and artificial neural 
network technologies to successfully locate and read 
Australian vehicle number plates in digital images.  
Commercial application of the system is envisaged. 
 
 
1. Introduction 
 

Automatic recognition of vehicle number plates is 
important for a number of applications including law 
enforcement, services theft monitoring, access control 
and automated tolls.  Law enforcement applications 
include speed enforcement [16] and travel time 
monitoring [11].  A successful services theft 
monitoring application involves tracking vehicle 
registrations where the driver has not paid for petrol 
obtained from self-service petrol stations.  Number 
plate recognition is also used to control access to 
parking facilities and to automatically apply toll 
charges to users of toll roads [7].  Law enforcement 
and toll applications benefit from automatic number 
plate recognition through reducing the need for human 
intervention.  However, in those situations where 
automatic number plate recognition is not successful, 

the human expert can examine a stored image and enter 
the necessary information by hand.  In contrast, access 
control systems require much greater accuracy as 
failure to correctly recognise the number plate would 
deny service to the vehicle owner.  A services theft 
monitoring application also requires a high degree of 
accuracy, but human intervention is possible when 
necessary.   

The complexity of automatic number plate 
recognition varies throughout the world.  In some 
countries such as Great Britain, number plate design is 
highly standardised.  Standard plate design makes it 
easier to detect and read number plates in video 
images.  It is therefore not surprising that existing 
commercial applications have focused on countries 
with standardised number plate design.  Where there 
are less strict specifications of number plate design, 
more sophisticated techniques are required for 
automatic number plate recognition.  This has made it 
difficult for existing commercial systems to be 
deployed in those countries.  Australian number plate 
designs vary widely in all aspects providing a much 
more challenging environment for automatic number 
plate recognition. 

An automatic number plate recognition solution 
typically addresses four key issues. 

1. Vehicle presence: Is a vehicle present? 
2. Plate location: Where is the number plate in 

the image? 
3. Glyph location: Where are the number plate 

glyphs within the plate? 
4. OCR: What are the characters on the plate? 

Each of these issues can be addressed in many different 
ways [5], and some approaches may address more than 
one issue at once. 

Vehicle presence can be addressed by mechanical 
means including magnetic loop detectors [21] and 
optical and ultrasonic sensors [24].  An imaging system 
can also be used to detect vehicle presence by 
analysing changes in the images [4, 9, 18]. 



Plate location is often determined by looking for the 
characteristic visual texture of a number plate; i.e. 
regions with a high density of visual edges.  A simple 
edge detection algorithm is first applied to the image, 
and the plate is located by looking for a portion of the 
image that contains a high density of edges [1, 2, 3, 18, 
19].  Mathematical morphology has also been used to 
locate number plates, using morphological opening and 
closing operators to locate rectangular regions 
containing fine detail with high contrast [13].  Other 
approaches include adaptive thresholding segmentation 
[20], detection of straight line plate edges with the 
Hough transform [10], colour and texture [15], spatial 
frequency spectral characteristics [22], and verifying 
plate location by the presence of a state logo [14]. 

Once the location of the number plate in the image 
has been determined, it is possible to identify the 
individual glyphs in preparation for optical character 
recognition (OCR).  Glyphs have been identified by 
analysis of segmented glyphs [20] and by white space 
between glyphs [1, 13].  Alternatively, OCR may be 
applied directly.  Setchell [18] directly applies OCR to 
the plate region, scanning to locate positions of best 
match for each possible plate glyph.  Tyan and 
Neubauer [23] apply OCR directly to segmented 
glyphs, with region merging and splitting applied in 
situations where OCR is not initially successful. 

Many possible approaches may be employed for 
OCR on number plates.  Different types of neural 
networks are commonly used [8, 15, 18, 20].  Other 
pattern matching techniques have also been used 
including template matching [18], cellular automata 
classifier [1] and application of the Hausdorff distance 
metric to binary images [13]. 

Despite the extensive literature and research on 
automatic number plate recognition, the differences 
between number plate specifications worldwide and the 
need for greater accuracy to support more sophisticated 
applications provide ongoing opportunities for research 
and development.  In this paper, we present the unique 
challenges of number plate recognition in the 
Australian environment, and discuss a particular 
solution designed to meet those challenges. 
 
2. Challenges of Australian number  plates 
 

The design specifications of vehicle number plates 
vary considerably, even within a single country.  Each 
Australian state has its own range of designs 
employing different layouts, colours, font styles and 
font sizes.  Some designs also incorporate non 
alphanumeric components such as logos.  For example, 
the New South Wales bicentennial number plate shown 

in figure 1(a) incorporates a logo and presents the 
vehicle registration number as two lines of text with 
letters above digits.  However, most Australian number 
plates present the vehicle registration number as a 
single line of text with a separator or space between 
groups of letters and digits, e.g. figure 1(b-i).  Some 
designs incorporate a logo that intrudes into or is 
contained within the line of text.  For example, figure 
1(b) incorporates the Sydney 2000 Olympic Games 
logo.   

The syntactic structure of Australian number plates 
is also complex.  Most plates consist of one group of 
three letters and one group of three digits, e.g. figure 
1(a,b,d,h,i).  Demand for more numbers has resulted in 
many other plate configurations, e.g. figure 1(c) 
consisting of two letters and four digits.  Some New 
South Wales number plates replace one of the digits 
with a single letter, e.g. figure 1(e-g), while some 
number plates from other states add a single digit to the 
letters.  A recent design consists of a pair of letters, a 
pair of digits, and a pair of letters with separators 
between the pairs.  Personalised plates may consist 
entirely of letters without any syntactic groupings, e.g. 
figure 1(j).  These design differences make it difficult 
to predict whether a particular alphanumeric symbol 
should be interpreted as a letter or digit, presenting a 
problem for distinguishing between visually similar 
pairs of symbols such as the letter ‘O’  compared with 
the digit ‘0’ , and the letter ‘ I’  compared with the digit 
‘1’ .  It is helpful if the observer recognises the 
particular number plate design, and knowing the syntax 
can therefore correctly interpret the symbols, but this is 
not always possible. 

Font style differencess also complicate the task of 
character recognition.  In some plates, e.g. figure 1(a), 
the letter ‘ I’  is a simple stroke (i.e. sans-serif) while the 
digit ‘1’  has a head serif, e.g. figure 1(e); in others, the 
letter ‘ I’  has serifs while the digit ‘1’  is sans-serif, e.g. 
figure 1(h).  Thus, an observer must know the font to 
determine whether a particular glyph is the letter ‘ I’  or 
the digit ‘1’ .  There appears to be a consistent 
relationship between the design of the number plate 
and the font used, so recognition of the number plate 
design is again helpful. 

The fonts used in Australian plates are consistently 
fixed width, as demonstrated in figure 1(a,c,e,h).  Also, 
there is no overlap between adjacent characters, unlike 
Malaysian plates [20].  The consistent font width 
enables prediction of the locations of missing glyphs if 
only some of the glyphs can be correctly located.   

Vehicle owners may increase the difficulty of 
number plate recognition through displaying the plate 
inside a frame, e.g. figure 1(g-h,j).  It is common to see 
number plates displayed inside a black plastic frame 



with white lettering on the frame itself being the name 
of the car sales yard where the vehicle was purchased.  
Depending upon the colours used in the plate and the 
position of the plate within the frame, the glyphs on the 
plate may visually merge with the frame itself, e.g. 
figure 1(g,j).  This makes segmentation of the glyphs 
difficult, particularly if a long stroke belonging to a 
character is merged with the adjacent frame.  Figure 
1(g) shows an example where the horizontal stroke of 
the digit ‘2’  visually merges with the frame. 

In addition to frames, Australian conditions allow 
the plate to be covered with a transparent material.  A 
popular frame design incorporates a cover with thin 
black horizontal lines.  If the plate uses black lettering, 
the lines visually join the plate glyphs together into a 
single image region.  If the plate uses a black 
background, the lines visually segment the glyphs.  The 
human observer is not distracted by these features, but 
an automated system must explicitly deal with them. 

Some Australian must display an additional plate 
containing the letter ‘P’  to indicate that they have a 
provisional drivers licence.  The ‘P’  plate is often 
displayed next to the number plate, and may incorrectly 
be interpreted as a plate glyph, e.g. figure 1(d,h).  The 
number plate recognition system can avoid 
misinterpretation by exploiting colour and size 
information.  In particular, the background colour of 
Australian number plate is uniform, and the glyph 
colour is usually consistent. 

Damaged plates are also a challenge for automatic 
number plate recognition.  Damage marks could be 
misinterpreted as part of a plate glyph, while worn 
paint may make the glyphs faded and uneven in 
contrast.  In figure 1(i), damage has made a dark 
vertical mark connecting across the opening of the 
letter ‘C’  leading to possible misinterpretation as the 
letter ‘O’ .  On the same plate, paint loss has faded parts 
of the digits ‘8’  and ‘6’ .  Such damage presents 
challenges for both glyph location and OCR. 

For the above reasons, the Australian environment 
is very challenging for automatic number plate 
recognition.  When compared with other countries, the 
diversity of plate design, fonts, syntactic specifications 
and presentation all contribute to the challenges.   
 
3. System overview 

 
Our number plate recognition system consists of 

several stages as outlined in figure 2.  The system 
analyses colour images, exploiting the consistency of 
background and foreground colours in Australian 
plates.  The system processes original scene images, 
locating and reading a number plate within the image. 

First, edge-based texture analysis is used to locate 
candidate plate regions.  For speed, the image is first 
processed at low resolution to identify potentially 
interesting areas, and then at high-resolution to identify 
plate regions.  In each pass, a colour adaptation of 
Canny’s edge detector [6] is applied to the image.  
Fixed size rectangular regions of the edge image are 
considered.  Rectangles with low edge density are 
discarded since number plates contain a high density of 
edges.  This heuristic improves processing speed by 
rapidly rejecting unlikely plate regions.  An edge 
profile is then calculated for each remaining rectangle, 
and statistics of spatial edge distribution within each 
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rectangle are used as input to a feed-forward neural 
network [17] to identify rectangles that potentially 
contain number plates.  The neural network itself is 
previously trained using 500 sample rectangles, of 
which approximately one third are samples of plate 
rectangles.  To prevent over training, we use early 
stopping.  Experiments show that 500 training samples 
is more than sufficient for maximum performance. 

Since a number plate may occupy more than one 
rectangle, connected sets of rectangles are merged to 
obtain the candidate number plate regions.  Starting 
with the most likely number plate region, each 
candidate plate region is analysed in turn until the plate 
has been successfully read or until no candidate plate 
regions remain.  Frequently, the actual number plate is 
the best candidate plate region. 

Each plate region is first segmented by thresholding 
the output of a spatial bandpass filter (difference of 
Gaussians [12]) tuned to the line thickness of the 
number plate glyphs.  The bandpass filter reduces 
sensitivity to illumination variations and increases 
sensitivity to character strokes.   

An edge detector is applied to the plate region and 
straight lines are detected to identify the edges of the 
plate.  The plate is then straightened by shearing the 
image, correcting projective distortion resulting from 
the viewing angle.  We to segment the image before 
straightening it because shearing introduces high-
frequency artifacts which otherwise affect the 
segmentation. 

The segmented blobs are clustered on the basis of 
colour, dimensions and image location, to identify lines 
of text.  Sometimes, particularly when the plate has 
been damaged, the initial segmentation merges one or 
more individual glyphs together into a single region 
that may also contain other features such as the frame 
around the number plate.  The clustering algorithm 
recognises these situations by the spatial relationship 
between blobs, and segments the individual glyphs 
using the assumption of a fixed width font.  The 
algorithm can also combine separate blobs that are 
parts of the same glyph, based on blob colour, 
dimensions and placement.  The clustering algorithm 
produces a bounding box for each glyph in the 
candidate number plate.  

Sometimes it is not possible to find a cluster of 
blobs representing a line of text.  This may happen 
because the plate glyphs are visually connected to a 
frame, e.g. figure 1(g,j).  A frame removal algorithm 
then segments the glyphs from the frame.  If 
successful, the blob clustering is repeated to locate the 
text line.  If a frame cannot be found for removal, the 
plate reader must consider another candidate plate 
region. 

Once the individual glyph regions have been 
identified in the plate, each glyph is resized to fixed 
dimensions and converted into a greyscale image 
where the pixel value varies between 0 for glyph pixels 
and 1 for background pixels.  The greyscale images are 
used as input for optical character recognition (OCR).  
Fixing the image size helps make the system 
independent of the apparent image size of the number 
plate and corrects aspect ratio differences resulting 
from the viewing angle or from the aspect ratio of the 
plate font, e.g. figure 1(f,i). 

A feed forward artificial neural network [17] is used 
for OCR.  The neural network accepts as input a fixed 
size greyscale image size.  A separate neural network is 
trained for each plate glyph, using a database of 89,312 
glyphs extracted from real images.  Due to computer 
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memory limitations, we reduce the data set to a random 
selection of 20,000 sample glyphs, and then add to that 
selection any other sample glyphs that are misclassified 
by the trained neural network.  This procedure is 
particularly important for glyphs that are visually 
similar such as ‘8’  and ‘9’  and results in training sets of 
between 25,000 and 40,000 training samples.  Over-
training of the neural network is prevented by Bayesian 
regularisation.  The neural network output value is set 
to 0.05 when the input is not the desired glyph, and 
0.95 for correct input.  When used for OCR, the neural 
network with the strongest response is the most likely 
interpretation of each greyscale glyph image. The 
ambiguity between certain pairs of glyphs such as ‘ I’  
and ‘1’  is addressed by training a neural network to 
respond strongly to either glyph and then applying 
further processing to disambiguate the possibilities.  
We found that, compared to template matching, neural 
networks for OCR provide faster processing speeds 
and improved flexibility to handle font variations, 
damage marks and perspective distortion effects. 

The output of the neural network represents a 
confidence value for each glyph.  Analysis of the OCR 

results determines whether a plate has been read.  If a 
plate has been read, the result is returned.  Otherwise, 
the system processes the next candidate plate region.   

For stationary vehicles, the location of the number 
plate that has been read can be used to verify the 
results in a high-resolution image.  The camera is 
computer-controlled for pan, tilt and zoom.  These 
controls are adjusted to obtain a close-up image of the 
number plate.  This image can then be processed using 
the same algorithms, with adjustment of certain 
processing parameters to accommodate the higher 
resolution of the image.  For example, the expected 
stroke thickness of the glyphs (expressed in pixels) is 
greater in a high-resolution image, so the segmentation 
algorithm uses a different bandpass filter.  This 
additional processing improves the confidence of the 
results, particularly in distinguishing between visually 
similar symbols such as ‘O’  and ‘Q’  which are difficult 
to distinguish in a low resolution image.  The analysis 
of a high-resolution image is also considerably more 
robust to camera noise. 

 
4. Results and Discussion 
 

Figure 3 presents sample results of the plate finder 
algorithm.  In the diagrams, the candidate plate regions 
are outlined with rectangles.  The best candidate plate 
region is outlined with a broad rectangle, while the 
other rectangles represent alternative candidates.  
Figure 3(a) illustrates successful identification of the 
plate.  In figure 3(b), four non-plate regions have been 
identified as candidate plate regions because of their 

(e) OCR input and output

(d) Glyph rectangles(c) Segmentation

(b) Plate location(a) Original image
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texture characteristics.  In this example, the actual 
number plate is contained in the best candidate plate 
region as scored by the neural network, so the 
algorithm would read the number plate from that 
region.  If the best candidate plate region did not 
contain a number plate, the algorithm would use the 
alternative candidate plate regions. 

Figure 4 shows successful recognition of a number 
plate containing the Sydney 2000 Olympic Games 
logo.  The plate finder first focuses attention on the 
number plate region as shown in figure 4(b), so that 
subsequent processing is restricted to the number plate 
region.  Figure 4(c) shows the straightened 
segmentation of the plate, with individual segments 
arbitrarily filled with black, white or shades of grey for 
visualisation.  The triangular segments that appear in 
the top-right and bottom-left corners of the figure result 
from straightening the plate and represent portions of 
the straightened image that originally lie outside the 
candidate plate region.  The figure shows that the 
letters have been correctly segmented except that a 
portion of the frame is attached to the letter ‘A’  and the 
first letter of the state designation ‘NSW’ is attached to 
the letter ‘V’ .  The clustering of glyph rectangles, in 
figure 4(d), removes the extraneous material on the 
basis of letter dimensions and spacing – the height of 
the letter ‘A’  is adjusted to match the other letters, and 
the width of the letter ‘V’  is similarly adjusted.  The 
resulting glyphs, in figure 4(e), include portions of the 
vehicle, the plate frame and the logo.  The neural 
network OCR correctly distinguishes between the 
letters, digits and non-text rectangles, providing a 

correct reading result.  Figure 4(e) shows the greyscale 
images of the extracted glyphs, with the neural network 
scores and the recognised characters displayed beneath 
each grayscale glyph image.  Non-text glyphs are 
denotes by an asterisk (* ).  They are ignored in the 
final recognition result. 

Figure 5 demonstrates successful recognition of a 
number plate where the characters are visually merged 
with the frame.  In the original segmentation, shown in 
figure 5(b), the black frame connects to all the letters, 
producing a large segmentation region in which the 
individual glyphs cannot be identified.  The frame 
removal algorithm identifies horizontal cut lines that 
provide the best segmentation of the single region into 
multiple regions, and crops the segmented image above 
and below to separate the glyph blobs from the frame.  
The resulting segmentation, shown in figure 5(c) has 
one connected region for each glyph.  A portion of the 
vertical edge of the frame also remains as a segmented 
region.  Clustering of glyph rectangles, shown in figure 
5(d), identifies the individual letters along with the 
cluster of blobs that represent the state ‘NSW’ and the 
vertical edge of the frame.  The neural network OCR, 
shown in figure 5(e), assigns very low scores to the 
frame portion and the state, while successfully 
recognising the plate letters. 

In figure 6, the plastic frame around the number 
plate is badly positioned and overlays the digit ‘9’ .  
The segmentation, in figure 6(b), shows the digit ‘9’  
connected to the frame which forms a large 
segmentation region.  The fact that Australian number 
plates exhibit regular glyph spacing and consistent 
glyph dimensions allows the glyph rectangles in figure 
6(c) to correctly localise the digit ‘9’  so that the 
number plate can be successfully read. 

Figure 7 demonstrates recognition of the number 
plate with white text.  In this particular example, the 
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plate font represents the digit ‘1’  as an unadorned 
vertical stroke.  The neural network OCR, in figure 
7(d), recognises this character as the letter ‘ I’ .  As has 
been previously discussed, this apparent recognition 
error could only be corrected on the basis of 
recognising the syntax of the particular plate and 
identifying the font.  Such recognition remains a 
challenge for future development. 

Number plate recognition is easiest with high 
resolution images.  In our approach, the number plate 
is first located in a low resolution image and then the 
camera is zoomed in on the number plate to obtain a 
high-resolution image.  To verify the number plate in 
the low resolution image, we perform OCR on the 
candidate plate regions.  We have found that the 
segmentation of low resolution images in preparation 
for OCR is improved by magnifying the image before 
segmentation.  We use bilinear interpolation to double 
the image resolution before segmentation, effectively 
obtaining sub-pixel segmentation results relative to the 
original image.  When this technique is applied to low 
resolution number plate images, acceptable OCR 
results are obtained in most situations.  For example, 
figure 8 shows the plate finder, segmentation and OCR 
results for a scene image containing a low resolution 
number plate.   The segmentation has been performed 
on a magnified image. 

As we have discussed previously, there are many 
challenges to number plate recognition in the 
Australian context.  Figure 9 presents additional plate 
images and actual recognition results.  Figure 9(a) 
demonstrates successful processing of a number plate 
that contains multiple text lines.  Figure 9(b) illustrates 
successful plate recognition in the presence of a logo 

that intrudes into the text area.  Figure 9(c) 
demonstrates successful processing of a number plate 
where damage has created a distracting mark and wear 
and tear has faded the lettering.  Even in this situation, 
the segmentation quality is excellent and the OCR 
neural network recognises the plate characters with a 
score of 0.95.  Figure 9(d) demonstrates successfully 
handling a ‘P’  plate while figure 9(e) demonstrates that 
plates can be read even if they do not have a clearly 
visible outline.  These results demonstrate the ability of 
our methods to perform well under challenging 
conditions. 
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5. Conclusion 
 
We have discussed the challenges of number plate 
recognition in the Australian context, and presented an 
overview of a system designed to meet those 
challenges.  We have presented results that 
demonstrate the capabilities of the suggested approach.  
Future work will address the remaining challenges, 
refining the design and the algorithms to provide 
commercially useful number plate recognition in the 
Australian context. 
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